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Abstract.  This paper explores prompt engineering techniques as a critical  methodology for 
optimizing  interactions  with  large  language  models  (LLMs).  It  outlines  the  theoretical 
foundation  and  emerging  practices  in  crafting  precise  and  effective  prompts  that  guide  AI 
outputs.  Due  to  length  constraints,  detailed  methodological  explanations  and  extensive 
empirical results are omitted. Nevertheless, the insights provided highlight the significance of 
prompt  engineering  for  enhancing  AI  performance,  ensuring  contextual  relevance,  and 
increasing the reliability of responses across diverse specialized domains.
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Introduction

Artificial  Intelligence  (AI)  is  a  branch  of  Computer 
Science dedicated to developing systems and software 
capable  of  performing  tasks  that  typically  require 
human  intelligence.  These  technologies  can  learn, 
reason, make decisions,  and solve problems in ways 
that resemble human thinking (Carraro, 2023) [1]. In 
recent years,  this  field has seen significant progress, 
particularly  with  the  rise  of  Large  Language  Models 
(LLMs)  (Zhang  et  al.,  2023)  [2].  These  models  can 
produce text,  answer questions,  translate languages, 
write  code,  and  even  engage  in  conversation. 
However, to ensure that their responses are accurate 
and meaningful,  it’s  crucial  to know how to interact 
with them effectively — and that’s where prompting 
techniques come into play.

The  term  “prompt”  refers  to  the  instruction  or 
command given to an AI model so that it produces an 
output.  In  the  early  days  of  generative  AI,  prompts 
were  simple  and  unstructured,  which  often  led  to 
inaccurate  or  generic  responses.  Over  time, 
researchers and practitioners began to realize that the 
way the question was asked had a profound influence 
on  the  quality  of  the  response.  Thus,  so-called 
“prompt engineering” was born, a field dedicated to 
developing techniques to formulate better commands 
and extract more relevant responses from models.

Several  approaches  have  been  created  over  time. 
Among the main techniques is zero-shot prompting, in 
which only one direct instruction is given to the model, 
without examples. Few-shot prompting, on the other 
hand,  offers  the  AI  a  few  examples  so  that  it 
understands  the  desired  pattern  before  responding. 
Another  important  technique  is  chain-of-thought 
prompting, which encourages the model to explain its 
reasoning step by step,  which is  especially  useful  in 
logical  or  mathematical  tasks.  Finally,  least-to-most 
prompting suggests that the problem be divided into 
smaller  steps  and  solved  gradually,  facilitating  the 
resolution of more complex questions. Evaluating the 
effectiveness  of  a  prompt  is  just  as  important  as 
creating it. To do this, metrics such as clarity (how well  
the  command  was  understood),  specificity  (how 
targeted the request was) and contextualization (how 
much relevant information was provided so that the 
model  can  respond  appropriately)  are  used. 
Performance  metrics  focused  on  the  quality  of  the 
response, such as coherence, accuracy and relevance, 
are also used.

A  concrete  example  of  the  application  of  these 
techniques can be seen in ChatGPT, one of the best-
known  and  most  widely  used  LLMs  in  the  world. 
Developed by OpenAI, ChatGPT is powered by billions 
of parameters trained on vast amounts of text from 
the  internet.  It  can  perform complex  tasks,  such  as 
writing  dissertations,  solving  legal  issues,  creating 



programming code and much more — all based on the 
prompts  it  receives.  Its  success  shows  how  prompt 
engineering, combined with good evaluation metrics, 
can transform language models into powerful support 
tools for education, work, research and innovation.

Literature review 

Prompt Engineering

Prompt  engineering  plays  a  central  role  in  building 
LLMs, especially when the goal is to specialize in the 
model  for  a  specific  domain,  such  as  the  financial 
market.  By  structuring  and  refining  prompts,  it  is 
possible to direct the model’s behavior, enhancing the 
coherence,  accuracy,  and  appropriateness  of  its 
responses.  A  common  and  effective  approach  for 
creating  prompts  is  the  use  of  the  PROMPT 
framework,  which  helps  to  clearly  define  what  the 
model should produce. Below is a detailed breakdown 
of  each  component  of  the  PROMPT  framework, 
followed by the specific prompting techniques for this 
project.

2.1  Basic  Prompt  Structure  (PROMPT 
Acronym)

1. Persona

 The Persona defines who the model “should 
be” when responding, establishing the tone, level of 
expertise, and communication style. In the context of a 
model for the financial market, the persona can be set 
as  a  “financial  consultant”  or  “investment  analyst,” 
ensuring that the responses are not only informative 
but  also  accurate  and  appropriate  for  the  target 
audience  (Reynolds  &  McDonell,  2021)  [3].  Studies 
indicate that defining the persona allows the LLM to 
adopt  a  speech  style  that  aligns  with  the  user’s 
expectations, increasing confidence and clarity in the 
responses (Brown et al., 2020) [4].

2.  Script 

The Script refers to the specific instructions 
that direct the LLM on how to approach the response. 
For  example,  when  asking  the  model  to  analyze  a 
financial asset, the script can include a logical order for 
the  points  to  be  discussed,  such  as  “explain  the 
historical  performance,  volatility,  and  market 
forecasts.” This guidance steers the model’s thought 
process, promoting a more organized and informative 
response (Kojima et al., 2022) [5].

3.  Objective

The Objective describes  the  desired  outcome of 
the prompt. In this project, the objective is to provide 
a clear and well-founded analysis of specific financial 
topics, such as CRAs, using information that a reliable 
financial analyst would provide. Defining the objective 
helps the LLM maintain its focus on the most relevant 
information,  avoiding  responses  that  are  overly 
general or off-context (Wei et al., 2022) [6].

4.  Model

The  Model  defines  the  format  of  the  response 
that  the LLM should produce,  whether  it  is  a  list,  a 
paragraph, a table, or a structured report. Specifying 
the  format  helps  the  LLM  better  organize  the 
information,  especially  when  dealing  with  financial 
data  where  visual  structure  impacts  comprehension 
(Reynolds & McDonell, 2021) [3].

5.  Overview

The  Overview  involves  providing  additional 
contextual information that can help the LLM gain a 
better  understanding  of  the  topic.  For  the  financial 
domain,  this  may  include  recent  market  data  or 
relevant definitions of technical terms. This step allows 
the model to incorporate current context and be more 
precise  in  its  analyses—an  aspect  crucial  for  the 
credibility of responses in the financial market (Brown 
et al., 2020) [2].

6.  Transformation

Transformation  is  the  process  of  adjusting  and 
continuously  interacting  with  the  model’s  output, 
where the prompt can be reformulated to improve the 
quality  of  the  response.  This  iterative  cycle  enables 
constant  improvement  in  the  LLM’s  performance, 
adjusting variables to control  creativity or asking for 
rephrasing to avoid ambiguities (Zhou et al., 2022) [7].

Together,  these  six  elements  form  a  solid 
foundation  for  creating  effective  and  adaptable 
prompts, particularly in complex domains like finance, 
where technical rigor is essential. Using the PROMPT 
framework  thus  makes  it  possible  to  produce 
responses  that  are  more  focused,  consistent,  and 
contextually appropriate.

2.2. Formatting author names

Markdown Formatting

Using Markdown formatting is  a  simple yet 
effective  technique  to  enhance  the  clarity  and 
organization of the responses generated by the LLM. 
By  structuring  the  prompt  with  elements  such  as 



headers,  lists,  and tables,  it  is  possible  to  guide the 
model  into  presenting  the  information  in  a  more 
organized manner. For instance, in a financial context, 
Markdown can be used to separate sections like “Risk 
Analysis,”  “Market  Forecasts,”  and  “Investment 
Suggestions,”  making  comprehension  easier.  This 
technique  also  allows  key  points  to  be  highlighted, 
thus making the response more accessible and visually 
appealing  to  the  end  user  (Reynolds  &  McDonell, 
2021) [3].

System Prompt Technique

The  “System  Prompt”  technique  involves 
defining  the  behavior  that  the  model  must  follow 
throughout  the  interaction.  This  type  of  prompt  is 
especially useful for ensuring consistency in tone and 
style of the responses, which is crucial in fields where 
accuracy  and  professionalism  are  required,  such  as 
finance.  By  instructing  the  model  to  behave  as  an 
“experienced  financial  consultant,”  a  standard  for 
responses is established, ensuring that the LLM adopts 
an informative and technically rigorous stance. Studies 
indicate that system prompts improve user experience 
and trust in the response by ensuring adherence to the 
desired role of the model (Brown et al., 2020) [2].

Providing Examples (“Shots”)

Another  common  practice  in  prompt 
engineering  is  the  provision  of  examples—known as 
“shots”—to illustrate the expected response from the 
model. The variations include:

Zero-shot: The  model  does  not  receive  any 
example  of  how  to  respond,  being  asked  to 
answer solely based on its general training. This 
approach  may  be  applied  to  broad  or  general 
questions  but  tends  to  be  limited  for  highly 
technical or specific topics.

One-shot: The model  receives  a  single  example, 
which offers greater guidance regarding the style 
and content of the expected response. In financial 
analysis, an example can help the LLM follow the 
ideal format for reports or analyses, providing a 
clear reference.

Few-shot: Providing multiple examples before the 
task  helps  the  model  to  identify  patterns  and 
structure  the  response  with  greater  precision. 
According to studies by Brown et al. (2020) [2] and 
Wei  et  al.  (2022)  [2],  few-shot  learning  is 
particularly  effective  for  complex  and  technical 
tasks,  as  it  enables  the  model  to  understand 
specific nuances of each example and apply that 
knowledge in the final response.

These three variations allow for the adaptation of the 
level of guidance necessary for the context of the task, 

ensuring that the model receives the optimal amount 
of examples to respond with precision and relevance.

Chain-of-Thought  Technique

 The  Chain-of-Thought  technique  guides  the 
model to 'think' step-by-step, allowing it to build the 
response sequentially and logically.  This technique is 
particularly  useful  in  complex  tasks  that  require 
detailed reasoning, as it helps the model to maintain 
coherence  and  a  logical  progression  of  ideas.  In  a 
financial  analysis,  for  example,  the  prompt  may  be 
structured  so  that  the  model  initially  evaluates 
economic  fundamentals,  then  market  trends,  and 
finally the impact on investments. Studies by Kojima et 
al.  (2022) [5]  and Wei et  al.  (2022) [2]  demonstrate 
that  using  a  Chain-of-Thought  approach  significantly 
improves  reasoning  performance,  leading  to  more 
structured and complete responses.

Self-consistency  Technique
The  Self-consistency  technique  aims  to  reduce 
inconsistencies  in  responses  by  generating  multiple 
answers for the same question and then selecting the 
most  appropriate  one.  This  method,  proposed  by 
Wang et al. (2022) [8], is particularly useful for LLMs 
handling tasks that  demand technical  precision.  In  a 
financial market analysis, for instance, the model can 
produce  several  versions  of  the  response  and  then 
choose the most detailed and accurate version.  This 
process  helps  eliminate  any  random  variations  and 
ensures a more reliable and coherent response.

Prompt  Skeleton  Technique
The  Prompt  Skeleton  technique  involves  creating  a 
basic outline or structure of the response before the 
model fully develops it. This method allows the LLM to 
visualize the overall flow of the response before diving 
into each point,  ensuring that  no essential  aspect  is 
omitted.  In  a  financial  analysis,  for  example,  it  can 
guide  the  model  to  cover  topics  such  as  'historical 
data,'  'performance  forecasts,'  and  'risk.'  Studies  by 
Reynolds and McDonell (2021) [3] indicate that using 
skeletons  increases  the  consistency  of  responses, 
making them more organized and complete.

ReAct  Technique
 Finally,  the  ReAct  technique  combines  reasoning 
(Reasoning) and action (Acting) by requiring the model 
to execute multiple steps to reach the final  answer. 
This approach is valuable for prompts that call  for a 
series of logical operations or sequential data analysis, 
such  as  when  the  LLM  needs  to  evaluate  various 
economic  scenarios  and,  based  on  them,  make 
financial  recommendations.  According  to  Yao  et  al. 
(2023) [6], the ReAct technique enables the model to 
interact  with  information  in  a  more  dynamic  and 
adaptable manner, leading to responses that are richer 
in detail and more suitable to the task context.



Conclusion

The  purpose  of  this  paper  was  to  provide  a 
comprehensive  overview  of  prompt  engineering 
techniques  as  they  relate  to  large  language  models 
(LLMs).  The paper began by tracing the evolution of 
prompt  methodologies—from  early,  unstructured 
approaches to sophisticated techniques such as zero-
shot,  few-shot,  chain-of-thought,  self-consistency, 
prompt skeleton, and ReAct. These strategies serve to 
refine the interaction between users and AI systems, 
ensuring that  the outputs are not  only accurate but 
also contextually  relevant.  The systematic exposition 
of  the  PROMPT  framework,  with  its  clearly  defined 
elements—Persona,  Script,  Objective,  Model, 
Overview, and Transformation—served as a backbone 
to this discussion, illustrating how structured prompt 
creation  can  dramatically  improve  model 
performance.

Through  the  detailed  examination  provided  in  the 
Literature  Review,  it  became  evident  that  prompt 
engineering is central to harnessing the full capabilities 
of  LLMs.  Each  technique  mentioned,  from  using 
Markdown  for  clearer  organization  to  deploying 
system prompt strategies for maintaining consistency 
in  tone  and  style,  contributes  to  the  creation  of 
targeted, effective prompts. By drawing on examples 
from  both  practical  applications  and  recent  studies, 
the paper underscored that these approaches are not 
merely  theoretical  but  have tangible impacts  on the 
quality  of  AI-generated  responses  in  specialized 
domains, such as finance and technical analysis.

In  essence,  this  exploration  confirms  that  prompt 
engineering  is  not  just  a  technical  exercise  but  a 
strategic imperative that bridges the gap between raw 
AI capability and its practical application. By mastering 
these  techniques,  practitioners  can  ensure  that  AI 
systems  like  ChatGPT  are  utilized  to  their  fullest 
potential—yielding outputs that are coherent, precise, 
and aligned with user expectations. The integration of 
these  methods  into  everyday  practice  marks  a 
significant  step  forward  in  the  evolution of  artificial 
intelligence,  setting  a  foundation  for  further 
advancements and innovations in the field.
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IntroductionArtificial Intelligence (AI) is a branch of Computer Science dedicated to developing systems and software capable of performing tasks that typically require human intelligence. These technologies can learn, reason, make decisions, and solve problems in ways that resemble human thinking (Carraro, 2023) [1]. In recent years, this field has seen significant progress, particularly with the rise of Large Language Models (LLMs) (Zhang et al., 2023) [2]. These models can produce text, answer questions, translate languages, write code, and even engage in conversation. However, to ensure that their responses are accurate and meaningful, it’s crucial to know how to interact with them effectively — and that’s where prompting techniques come into play.

The term “prompt” refers to the instruction or command given to an AI model so that it produces an output. In the early days of generative AI, prompts were simple and unstructured, which often led to inaccurate or generic responses. Over time, researchers and practitioners began to realize that the way the question was asked had a profound influence on the quality of the response. Thus, so-called “prompt engineering” was born, a field dedicated to developing techniques to formulate better commands and extract more relevant responses from models.

Several approaches have been created over time. Among the main techniques is zero-shot prompting, in which only one direct instruction is given to the model, without examples. Few-shot prompting, on the other hand, offers the AI ​​a few examples so that it understands the desired pattern before responding. Another important technique is chain-of-thought prompting, which encourages the model to explain its reasoning step by step, which is especially useful in logical or mathematical tasks. Finally, least-to-most prompting suggests that the problem be divided into smaller steps and solved gradually, facilitating the resolution of more complex questions. Evaluating the effectiveness of a prompt is just as important as creating it. To do this, metrics such as clarity (how well the command was understood), specificity (how targeted the request was) and contextualization (how much relevant information was provided so that the model can respond appropriately) are used. Performance metrics focused on the quality of the response, such as coherence, accuracy and relevance, are also used.

A concrete example of the application of these techniques can be seen in ChatGPT, one of the best-known and most widely used LLMs in the world. Developed by OpenAI, ChatGPT is powered by billions of parameters trained on vast amounts of text from the internet. It can perform complex tasks, such as writing dissertations, solving legal issues, creating programming code and much more — all based on the prompts it receives. Its success shows how prompt engineering, combined with good evaluation metrics, can transform language models into powerful support tools for education, work, research and innovation.





Literature review Prompt EngineeringPrompt engineering plays a central role in building LLMs, especially when the goal is to specialize in the model for a specific domain, such as the financial market. By structuring and refining prompts, it is possible to direct the model’s behavior, enhancing the coherence, accuracy, and appropriateness of its responses. A common and effective approach for creating prompts is the use of the PROMPT framework, which helps to clearly define what the model should produce. Below is a detailed breakdown of each component of the PROMPT framework, followed by the specific prompting techniques for this project.

2.1 Basic Prompt Structure (PROMPT Acronym)

1. Persona The Persona defines who the model “should be” when responding, establishing the tone, level of expertise, and communication style. In the context of a model for the financial market, the persona can be set as a “financial consultant” or “investment analyst,” ensuring that the responses are not only informative but also accurate and appropriate for the target audience (Reynolds & McDonell, 2021) [3]. Studies indicate that defining the persona allows the LLM to adopt a speech style that aligns with the user’s expectations, increasing confidence and clarity in the responses (Brown et al., 2020) [4].



2.  Script The Script refers to the specific instructions that direct the LLM on how to approach the response. For example, when asking the model to analyze a financial asset, the script can include a logical order for the points to be discussed, such as “explain the historical performance, volatility, and market forecasts.” This guidance steers the model’s thought process, promoting a more organized and informative response (Kojima et al., 2022) [5].

3.  ObjectiveThe Objective describes the desired outcome of the prompt. In this project, the objective is to provide a clear and well-founded analysis of specific financial topics, such as CRAs, using information that a reliable financial analyst would provide. Defining the objective helps the LLM maintain its focus on the most relevant information, avoiding responses that are overly general or off-context (Wei et al., 2022) [6].

4.  ModelThe Model defines the format of the response that the LLM should produce, whether it is a list, a paragraph, a table, or a structured report. Specifying the format helps the LLM better organize the information, especially when dealing with financial data where visual structure impacts comprehension (Reynolds & McDonell, 2021) [3].5.  OverviewThe Overview involves providing additional contextual information that can help the LLM gain a better understanding of the topic. For the financial domain, this may include recent market data or relevant definitions of technical terms. This step allows the model to incorporate current context and be more precise in its analyses—an aspect crucial for the credibility of responses in the financial market (Brown et al., 2020) [2].6.  TransformationTransformation is the process of adjusting and continuously interacting with the model’s output, where the prompt can be reformulated to improve the quality of the response. This iterative cycle enables constant improvement in the LLM’s performance, adjusting variables to control creativity or asking for rephrasing to avoid ambiguities (Zhou et al., 2022) [7].Together, these six elements form a solid foundation for creating effective and adaptable prompts, particularly in complex domains like finance, where technical rigor is essential. Using the PROMPT framework thus makes it possible to produce responses that are more focused, consistent, and contextually appropriate.2.2. Formatting author namesMarkdown FormattingUsing Markdown formatting is a simple yet effective technique to enhance the clarity and organization of the responses generated by the LLM. By structuring the prompt with elements such as headers, lists, and tables, it is possible to guide the model into presenting the information in a more organized manner. For instance, in a financial context, Markdown can be used to separate sections like “Risk Analysis,” “Market Forecasts,” and “Investment Suggestions,” making comprehension easier. This technique also allows key points to be highlighted, thus making the response more accessible and visually appealing to the end user (Reynolds & McDonell, 2021) [3].System Prompt TechniqueThe “System Prompt” technique involves defining the behavior that the model must follow throughout the interaction. This type of prompt is especially useful for ensuring consistency in tone and style of the responses, which is crucial in fields where accuracy and professionalism are required, such as finance. By instructing the model to behave as an “experienced financial consultant,” a standard for responses is established, ensuring that the LLM adopts an informative and technically rigorous stance. Studies indicate that system prompts improve user experience and trust in the response by ensuring adherence to the desired role of the model (Brown et al., 2020) [2].Providing Examples (“Shots”)Another common practice in prompt engineering is the provision of examples—known as “shots”—to illustrate the expected response from the model. The variations include:Zero-shot: The model does not receive any example of how to respond, being asked to answer solely based on its general training. This approach may be applied to broad or general questions but tends to be limited for highly technical or specific topics.One-shot: The model receives a single example, which offers greater guidance regarding the style and content of the expected response. In financial analysis, an example can help the LLM follow the ideal format for reports or analyses, providing a clear reference.Few-shot: Providing multiple examples before the task helps the model to identify patterns and structure the response with greater precision. According to studies by Brown et al. (2020) [2] and Wei et al. (2022) [2], few-shot learning is particularly effective for complex and technical tasks, as it enables the model to understand specific nuances of each example and apply that knowledge in the final response.These three variations allow for the adaptation of the level of guidance necessary for the context of the task, ensuring that the model receives the optimal amount of examples to respond with precision and relevance.Chain-of-Thought Technique

 	The Chain-of-Thought technique guides the model to 'think' step-by-step, allowing it to build the response sequentially and logically. This technique is particularly useful in complex tasks that require detailed reasoning, as it helps the model to maintain coherence and a logical progression of ideas. In a financial analysis, for example, the prompt may be structured so that the model initially evaluates economic fundamentals, then market trends, and finally the impact on investments. Studies by Kojima et al. (2022) [5] and Wei et al. (2022) [2] demonstrate that using a Chain-of-Thought approach significantly improves reasoning performance, leading to more structured and complete responses.Self-consistency Technique

The Self-consistency technique aims to reduce inconsistencies in responses by generating multiple answers for the same question and then selecting the most appropriate one. This method, proposed by Wang et al. (2022) [8], is particularly useful for LLMs handling tasks that demand technical precision. In a financial market analysis, for instance, the model can produce several versions of the response and then choose the most detailed and accurate version. This process helps eliminate any random variations and ensures a more reliable and coherent response.Prompt Skeleton Technique

The Prompt Skeleton technique involves creating a basic outline or structure of the response before the model fully develops it. This method allows the LLM to visualize the overall flow of the response before diving into each point, ensuring that no essential aspect is omitted. In a financial analysis, for example, it can guide the model to cover topics such as 'historical data,' 'performance forecasts,' and 'risk.' Studies by Reynolds and McDonell (2021) [3] indicate that using skeletons increases the consistency of responses, making them more organized and complete.ReAct Technique

 Finally, the ReAct technique combines reasoning (Reasoning) and action (Acting) by requiring the model to execute multiple steps to reach the final answer. This approach is valuable for prompts that call for a series of logical operations or sequential data analysis, such as when the LLM needs to evaluate various economic scenarios and, based on them, make financial recommendations. According to Yao et al. (2023) [6], the ReAct technique enables the model to interact with information in a more dynamic and adaptable manner, leading to responses that are richer in detail and more suitable to the task context.ConclusionThe purpose of this paper was to provide a comprehensive overview of prompt engineering techniques as they relate to large language models (LLMs). The paper began by tracing the evolution of prompt methodologies—from early, unstructured approaches to sophisticated techniques such as zero-shot, few-shot, chain-of-thought, self-consistency, prompt skeleton, and ReAct. These strategies serve to refine the interaction between users and AI systems, ensuring that the outputs are not only accurate but also contextually relevant. The systematic exposition of the PROMPT framework, with its clearly defined elements—Persona, Script, Objective, Model, Overview, and Transformation—served as a backbone to this discussion, illustrating how structured prompt creation can dramatically improve model performance.

Through the detailed examination provided in the Literature Review, it became evident that prompt engineering is central to harnessing the full capabilities of LLMs. Each technique mentioned, from using Markdown for clearer organization to deploying system prompt strategies for maintaining consistency in tone and style, contributes to the creation of targeted, effective prompts. By drawing on examples from both practical applications and recent studies, the paper underscored that these approaches are not merely theoretical but have tangible impacts on the quality of AI-generated responses in specialized domains, such as finance and technical analysis.

In essence, this exploration confirms that prompt engineering is not just a technical exercise but a strategic imperative that bridges the gap between raw AI capability and its practical application. By mastering these techniques, practitioners can ensure that AI systems like ChatGPT are utilized to their fullest potential—yielding outputs that are coherent, precise, and aligned with user expectations. The integration of these methods into everyday practice marks a significant step forward in the evolution of artificial intelligence, setting a foundation for further advancements and innovations in the field.
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